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Abstract—Event cameras are increasingly integrated into
SLAM systems to mitigate motion blur and enhance
tracking performance in low-light environments. However,
the event stream by nature lacks essential semantic and
color information, posing a fundamental challenge to visual
feature extraction and mapping. This paper introduces
Ev-SLAM, a novel event-based visual SLAM system that
harnesses implicit neural 3D scene representation to en-
hance visual feature extraction and SLAM performance.
We design three modules to achieve this goal, including (1) a
dynamic-slicing algorithm to address the impact of polarity
neutralization in event frame generation; (2) a point cloud
representation that minimizes redundant sampling in free
space, significantly reducing the computational overhead
of neural radiance field (NeRF) training; and (3) an
optical-flow-based approach for coarse camera pose and
depth estimation, coupled with a scale feedback mecha-
nism to bootstrap NeRF training. Extensive evaluations
demonstrate that Ev-SLAM outperforms SOTA baselines
Point-SLAM and Co-SLAM, achieving up to an 82.9%
improvement in tracking accuracy under normal-speed
conditions and 85.2% under fast-speed conditions.

I. INTRODUCTION

Visual Simultaneous Localization and Mapping (vS-
LAM) is the key building block of autonomous driv-
ing [1], [2], robot navigation [3], and augmented real-
ity [4]. Conventional vSLAM systems relying on frame
cameras often face challenges in highly dynamic envi-
ronments or poor lighting conditions due to motion blur
and extended exposure times. Recently, event cameras
have emerged as a promising alternative capable of
addressing these limitations by providing high sampling
rates, exceptional low-light sensitivity, and resistance to
motion blur [5]. These advantages have driven growing
interest in event-based VSLAM.

However, the asynchronous nature of event cameras
makes it challenging to extract spatial feature from raw
event streams for feature mapping. Prior works [6], [7]
address this issue by accumulating events into event
frames or time surfaces, enabling the use of vision
algorithms such as Arc [8] and ORB [9] for feature
extraction. Yet, event frames and time surfaces still
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lack semantic and color information, resulting in weaker
visual features and reduced SLAM accuracy.

Recently, the advancement in Neural Radiance Field
(NeRF) technology have expanded scene reconstruction
beyond RGB images to event streams [7], [10], [11].
Compared to event frames or time surface representa-
tions, implicit neural 3D scene representations retain
richer semantic information, which can potentially en-
hance visual feature extraction and matching in vSLAM.

Building on this insight, in this paper we propose an
event-based vSLAM system that utilizes NeRF as its
backbone, enabling simultaneous camera tracking and
scene reconstruction. However, translating this idea into
a real system poses the following two challenges.

e Excessive training overhead and unknown camera
pose. NeRF requires several hours of training to achieve
high-fidelity scene reconstruction [12]. For event-based
NeREF, this training overhead can easily exceed ten hours
due to the substantial volume of event data that needs
to be processed, as summarized in Table I. This high
latency makes it challenging to directly apply event-
based NeRF to visual SLAM tasks, such as obstacle
avoidance [13] and path planning [14]. Moreover, ex-
isting event-based NeRF algorithms [6], [7], [10], [11]
all rely on precise camera pose information for scene
reconstruction. However, in SLAM systems, the camera
pose itself is an unknown parameter to be estimated.

o Polarity neutralization. Event cameras encode bright-
ness changes using two polarity symbols: +1 for in-
creases and -1 for decreases [5]. To integrate event
data into NeRF for scene reconstruction, existing event-
based NeRF algorithms [6], [7] accumulate events over a
fixed time interval to generate an event frame. However,
accumulating events over a fixed time interval can cause
severe polarity neutralization. Polarity neutralization ef-
fectively cancels out the information about brightness
changes, leading to a loss of critical detail in the accu-
mulated event data. Figure 1 shows an example where
crucial geometric information get lost due to polarization
neutralization. This loss can significantly impair the



TABLE I: Comparison of exiting event NeRFs [15]. Ev-SLAM
employs online optimization to process incoming events, itera-
tively performing mapping and tracking. It eliminates the need
for extensive offline NeRF training.

Methods Event Representation Offline Training Training Time
E-NeRF [10] Event Pair v 12 hours
Robust e-NeRF [11] Event Pair v 23 hours
EventNeRF [7] Event Frame v 12 hours
Ours Event Frame X -

ability to reconstruct high-quality images or accurately
estimate the scene’s geometry, particularly in dynamic
environments where fine-grained temporal information
is crucial.

To address these challenges, we leverage event-based
optical flow to estimate coarse camera poses and depth,
with the predicted depth constrained by a scale feedback
mechanism. We then propose an adaptive event frame
generation method that monitors neutralized pixels and
event count, thereby mitigating polarity neutralization
while preserving high-quality geometric information.
To further facilitate tracking and mapping, we employ
a neural point cloud representation to reduce redun-
dant sampling in free space. The logarithmic brightness
change computed from the event stream is used to
supervise training. Once tracking is completed, we remap
the scene to maintain accurate geometric structure and
compute the appropriate scale for incoming events.

We implement this idea by building Ev-SLAM and
evaluate it on real world SLAM dataset. The compre-
hensive evaluation shows that Ev-SLAM outperforms
SOTA solutions Point-SLAM [16] and Co-SLAM [17],
achieving up to an 82.9% improvement in tracking
accuracy under normal speed conditions and 85.2%
under fast speed conditions. For rendering tasks, Ev-
SLAM enhances PSNR by 14.13 dB and 11.02 dB under
normal speed and fast speed conditions, respectively. In
summary, our contributions are as follows:

o We present the design and implementation of Ev-
SLAM, the first solution to successfully integrate
event-based NeRF into SLAM systems, enhancing
its pose tracking and scene reconstruction accuracy
in fast speed conditions.

« We propose three simple yet very effective modules
to initialize NeRF rendering without accurate pose
priors; minimize its excessive computation over-
head; and mitigate the impact of polarity neutral-
ization on event frame generation.

e Our evaluations on multiple public datasets show
that Ev-SLAM outperforms two SOTA baselines in
both tracking accuracy and rendering performance
across varying scene dynamics.

II. NERF PRIMER

We begin by introducing how neural radiance field
(NeRF) works. NeRF [18] is parameterized by an MLP

(a) Constant Time Window

(b) Dynamic Slicing

—
33ms

Fig. 1: (a) Prior works [7] accumulate events using a con-
stant time window can lead to significant loss of geometric
information due to polarity neutralization. (b) Ev-SLAM adapts
the slicing window based on scene dynamics, effectively pre-
serving geometric details for improved feature extraction and

mapping.

Fo : (x,d) — (c,o0), which maps input coordinates
x € R3 and viewing direction d € S? to the predicted
color ¢ € R? and volume density o € R. The predicted
color C(u) at pixel u € R? is calculated by volumetric
rendering [19] along a camera ray r with NV points using
the following equations:

N i—1
é(u) = ZTiaici, T; = exp —Zaj(Sj (D
=1 j=1

where, T; characterizes the accumulated transmittance
along the ray and J; denotes the interval between con-
secutive samples, while o; = 1 — exp(—0;6;) represents
the opacity from alpha compositing at point <.

To conduct volumetric rendering, NeRF samples entire
3D space through ray marching, which usually leads
to long reconstruction delay due to the slow per-scene
optimization and the unnecessary sampling of empty
space. This nature introduces a significant challenge to
adapt NeRFs as a SLAM system.

Event-based NeRF. Unlike RGB cameras, event cam-
eras capture brightness changes asynchronously rather

than producing intensity images. Event stream {Ek}g;'“f
consist of N,s events e, = (ug, p,tr), where ug €

R? denotes the pixel coordinate with polarity pp €
{=1,41} at timestamp ¢;. To adapt the event stream
into a 2D intensity frame format, prior works [6], [7]
utilize event frames that accumulate events at each pixel
over a constant time interval as input for training NeRFs.
The original NeRF framework optimizes a least squares
error between the predicted color C and the ground truth
color C'. In contrast, event-based NeRFs are supervised
by matching the brightness change AL, :

ALy, = L(ug, ty) — L(ug, ty—1) = prCp  (2)



i-th iteration

Zg’letrlc Scale k;_4, b;—_1
Event Frame E; ll % Metric Depth D;
Rk 7, ﬁ) Initial Pose

D

2 Optical Flow

Metric Scale

= Operation Flow ﬂ Gradient Flow - - - Re-mapping
—e=> Optimized Traj. —e-» Initialized Traj.

-

Tracking: Lirqck

Point Generation
e %Op(imized Pose --+

B0l

Pre-trained Metric
Depth Model

Volume Rendering

- |
)

3 Meal )

s}
2
&
E
8
©
(]

g
@
Qo

(%]

S
=]
@

>

e ——— ______.______\

Fig. 2: Overview of Ev-SLAM. Detailed explanation of system workflow can be found in §IIL

where L is the logarithmic brightness and C), represents
the contrast threshold. By querying the MLP Fg and
performing volumetric rendering, the predicted bright-
ness change Aﬁtk can be obtained for model training.

III. SYSTEM DESIGN

Ev-SLAM operates in four stages, as illustrated in Fig-
ure 2. (D: it first slices the event stream based on scene
dynamics to generate event frames, effectively reducing
the impact of polarity neutralization and enhancing neu-
ral rendering performance for SLAM optimization. 2):
Ev-SLAM then utilizes optical flow to estimate coarse
camera poses and depth, providing essential inputs for
NeRF. 3): Ev-SLAM adaptively generates neural points
based on event density, allowing the point cloud to
dynamically adjust to the scene’s complexity. For ren-
dering, we focuses on point sampling around objects,
minimizing redundant sampling in free space. @: Fi-
nally, a pre-trained depth estimator is employed to refine
the depth scale, enabling depth correction for incoming
frames. We show the algorithm sketch in Algorithm 1
and elaborate on each module in the following sections.

A. Event Frame Generation Through Adaptive Slicing

We slice the event stream and aggregate all events
within each segment ¢ into an event frame F;. How-
ever, an insufficient number of events within each slice
would result in poor optical flow estimation for system
initialization (detailed in §III-B), whereas an excessively
long slicing window increases the occurrence of polarity-
neutralized pixels, leading to loss of geometric informa-
tion and degraded tracking accuracy. Prior works [6], [7]
use a constant slicing interval fail to achieve consistently
high performance under different scene dynamics.

To address this limitation, we propose to adapt the
slicing window to scene dynamics based on the follow-
ing two key criteria: (1) the current number of events
exceeds ¢, or (2) the proportion of neutralized events,

Npeqy, reaches a predefined threshold p. The first crite-
rion adapts to scene dynamics, ensuring responsiveness
to motion/scene changes, while the second preserves
fine structural details by preventing excessive event
neutralization. We set ¢ and p to 7500 and 3%, which
empirically optimize the performance. As illustrated in
Figure 1, this adaptive approach dynamically adjusts the
window length based on motion speed — expanding for
slow movement and contracting for rapid camera motion,
while effectively retaining local scene details.

B. Cold Start: Coarse Pose and Depth Estimation

The generated event frames are then feed into NeRF
for scene reconstruction. NeRF requires known camera
poses to accurately reconstruct the scene. However, in
SLAM systems, the camera pose is unknown and must
be estimated during the process. To address this chicken-
egg problem, we propose using optical flow to derive a
coarse initial estimate of both the camera pose and scene
depth for initialization. As new event frames are added
while the SLAM robot is moving, we use these new
event frames to refine the pose estimates progressively,
improving the accuracy of both the reconstruction and
pose tracking process.

(i) Coarse Pose Estimation. For an event frame F;, we
first compute pixel-level correspondences between frame
E; and its neighboring frames using a pretrained optical
flow estimator [20]. Leveraging these correspondences,
we estimate the relative camera pose by solving the
essential matrix [21]. The pose estimated from optical
flow corresponds to the motion between two successive
camera views, represented by a rotation matrix R;’ and
a translation matrix TT Given the absolute camera pose
at time slot ¢ — 1, denoted by R{_,,T; ,, the absolute
camera pose at time slot 7, B¢, T}, can be computed as:

R¢ = R“lR

a a r (3)
G =T"1+R, T



This coarse camera pose subsequently serves as the

initial bootstrap for training the NeRF model.
(ii) Monocular Depth Estimation. For an event frame
E;, the optical flow also estimates the depth sz for
each event. However, such monocular depth information
lacks physical scale in unbounded scenes, which leads
to pronounced scale disparity.

To address this issue, we leverage the physical scale
k;—1 and depth bias b;,_1, obtained from processing
the previous event frame F;_;, as described in the
next section. Since the slicing window of each event
frame spans only a few to tens of milliseconds, we
can reasonably assume that variations in the physical
depth scale are negligible. Therefore, the scaled depth
information, denoted as D;, can be estimated as follows:

D; = ki—lle +bi_1 (€]

where the depth scale factor k; and depth bias b; can be
estimated by minimizing the discrepancy between the
metric depth D" and the depth sz predicted by the
optical flow using the following equation:

2
pip 2 () 47 ®
In the above equation, the metric depth D} is obtained
by using a pretrained metric depth estimator [26] after
obtaining the intensity image I; through volumetric
rendering, as described in Section III-C2. In this way,
we can obtain a coarse pose and depth estimates serve
as the initial geometric priors for scene reconstruction.
These parameters will be gradually refined through joint
NeRF optimization during tracking and mapping.

C. Online Rendering Through Point Cloud Representa-
tion and Adaptive Sampling

Conventional NeRF employs global MLP to implic-
itly model scene radiance via ray marching. However,
this implicit representation results in long reconstruction
delays due to the slow per-scene network optimization
and the unnecessary sampling of large regions of empty
space. For instance, following NeRF’s default sampling
rate of N = 192 points per ray [18], rendering a single
high quality (1080p) image entails around 400 million
network calls, posing a significant computational burden.

To reduce computational overhead while maintaining
rich scene representation, we replace the MLP represen-
tation in NeRF with a neural point cloud representation:

where each point ¢, located at position ¢; € R3, is
associated with a brightness feature f? and a geometric
feature f, which are derived from the Event to Image
Translation (EIT) and Event to End-task Learning (EEL)
branches, respectively [27]. The 3D position g; of each

Algorithm 1: Ev-SLAM Online Optimization

Input: Event Stream {M}

Output: Neural Points P and Poses {R;, T;}
1 Initialization;
2 while M > 0 do

/* Event Frame: Sec. III-A */
3 E; < DynamicSlicing();
/* Cold Start: Sec. III-B */

a | {RS,Tf}, DI « OpticalFlow(E;);

D; Depthcorrection(le ykic1,bi—1);

/* Rendering: Sec. III-C2 */
Mapplng(E27 D“ {Rf7 Tzc})s

{R;, T;} < Tracking(E;, D;);

I; < Mapping(E;, D;, {R:, T} });

(ks, b;) < ScaleOptimization();

10 M +— M — E;;

11 1< 1+1;

wn

RIS Y

point is obtained using the depth estimates introduced
in §III-B. By doing so, we obtain a set of spatially
distributed neural points that approximate the underlying
scene geometry. This approach eliminates the need for
ray sampling in empty regions, enabling adaptive sam-
pling and more efficient updates.

Next, we explain how to generate the point cloud and
render the scene as the camera moves.

1) Point Cloud Generation: For each incoming event
frame, we back-project pixel events into world coor-
dinates using depth information estimated from optical
flow. Around each projected point, we run a local search
within a sphere of radius r to identify nearby existing
points that may aid in accurate scene reconstruction. If
no neighboring points are detected within this range, we
generate five new neural points along the viewing ray.
These points are centered at depth D and are distributed
over interval [(1—«)D, (14 «)D], where « is set to 0.01
in this paper. If neighboring points are found, no new
points are added. This strategy helps reduce redundant
neural points and ensures computational efficiency, as
demonstrated by our experiments.

2) Rendering: Building on the previously generated
neural point cloud, we render images from new view-
points using volumetric rendering. Since the points are
generated around the surface of objects, we sample them
between [(1 — «)D, (1 + a)D]. Specifically, given a
camera pose with origin o and orientation d, we sample
points x; along the ray as follows:

iefl,...,8}, 7

T =0+ zd,

where z; € R is the point depth; S denotes the number
of points sampled within the depth range. Inspired by
Point-SLAM [16], we use a MLP decoder to estimate
occupancies o; and colors ¢; for each point and perform
volumetric rendering to obtain brightness intensity 7 (uy,)
and depth D(uy) at pixel uy. The features of each 3D



TABLE II: Comparison of Ev-SLAM and baseline systems on Vector [22] dataset using ATE RMSE[cm] metric.

Method robot sofa desk hdr
normal fast normal fast normal fast normal fast
EVO [23] 13.04 — — — - — — -
ESVO [24] — - — — 53.01 — — -
E2VID [25]+Co-SLAM [17] 10.21 158.5 41.18 157.8 27.36 97.13 79.22 86.95
E2VID [25]+Point-SLAM [16] 15.87 28.10 37.59 64.36 22.47 65.01 41.78 48.18
Ev-SLAM (Ours) 8.94 23.40 21.71 27.84 29.10 31.17 13.58 14.75

coordinate x; can be then obtained through a Gaussian
positional encoding [28].

Event Rendering. The rendered brightness intensity is
a weighted average of the brightness along each ray:

i—1

N

Iw) =) aici, ai=0; [[(1-0;), ®
i=1 j=1

where «; denotes the weight associated with each depth

value, determined by the opacity o;. The logarithmic

brightness can be calculated as follows:
L(ug,tr) = linlog(I(uy))

_ J1(ux) - In(B)/B,
In(I(ux)),

In line with [29], we set B = 20 for better model-
ing events distribution in real world. The logarithmic
brightness change is computed using Eq. 2, with the
input event stream serving as the supervision signal. We
discuss the training process in the next section.
Geometry Rendering. The rendered depth at a given
pixel is computed using the following weighted sum:

M
D(ui) = Z 0 %4,
i=1

where z; represents the depth value along the viewing
ray. The product term accounts for the accumulated
transmittance along the ray, ensuring that the contribu-
tion of each depth sample is appropriately weighted.

if I(ug) <B 9
else.

(10)

D. Mapping and Tracking

Building upon the event-based and geometry render-
ing modules, we leverage the input event stream and the
estimated depth as supervision signals. In the following,
we describe how our system utilizes them to perform
robust mapping and tracking.

1) Mapping: During mapping, we render two con-
secutive intensity images, I,_y and I;, to compute the
logarithmic brightness change AL; as:

AL; = linlog(1;) — linlog(;_1) (11)

We minimize the rendering loss between the estimated
brightness change AL; and the observed event measure-
ment AL;. The mapping loss is thus defined as:

~ 2
Losp = |Di = D; a2

o HALi — AL;
2

where D, represents the estimated depth value and
AL; = C{pr}e,cE, is measured by event camera, with
Ap as a hyperparameter controlling the balance between
the two terms.

2) Tracking: To refine the pose estimation, we min-
imize the tracking loss L., which consists of two
components: a geometric loss and a brightness difference
loss. These are combined with a weighting factor \; to
balance their contributions:

Lok = )Di ~ D AL; — AL, (13)

2
2

+ A
2

The first term of the loss function penalizes discrep-
ancies in depth estimation, ensuring accurate geometric
alignment. The second term measures the difference in
brightness changes, enforcing consistency in the visual
appearance between frames.

IV. EXPERIMENTS
A. Experimental Setups

Ev-SLAM is implemented in Python and trained on
a PC server equipped with an NVIDIA RTX 6000 Ada
GPU. To the best of our knowledge, there is currently
no publicly available event-only dense vSLAM pipeline
suitable for direct comparison. Therefore, we compare
Ev-SLAM with existing state-of-the-art RGB-D NeRF-
based SLAM methods, using frame reconstruction via
E2VID [25]. Specifically, we first employ E2VID to
reconstruct grayscale images from event data, which
are then used as inputs to Co-SLAM [17] and Point-
SLAM [16]. We also compare Ev-SLAM with event-
based visual odometry methods. Specifically, we in-
clude EVO [23] and ESVO [24] as representative base-
lines. Ev-SLAM is evaluated on the multi-sensor SLAM
dataset Vector [22]. We measure localization accuracy
using the Absolute Trajectory Error (ATE) in centimeters
(cm). To quantitatively evaluate rendering quality, we



TABLE III: Rendering quality comparison across four scenes under normal and fast motion conditions on the Vector dataset [22].
We report PSNR (1), SSIM (7), and LPIPS ({) to evaluate rendering quality on multiple scenes.

Method Metric robot sofa desk hdr
normal fast normal fast normal fast normal fast
PSNR 1 26.88 25.11 15.12 10.57 20.72 8.120 12.50 11.25
E2VID [25]+Point-SLAM [16] SSIM 1 0.833 0.857 0.511 0.504 0.819 0.359 0.373 0.421
LPIPS | 0.248 0.466 0.872 0.618 0.421 0.526 0.587 0.666
PSNR 1 28.84 25.92 24.16 17.11 19.34 18.62 26.63 22.27
Ev-SLAM (Ours) SSIM 1 0.864 0.833 0.807 0.725 0.769 0.717 0.845 0.739
LPIPS | 0.240 0.219 0.471 0.379 0.479 0.506 0.231 0.283

adopt Peak Signal-to-Noise Ratio (PSNR), Structural
Similarity Index Measure (SSIM) [30], and Learned
Perceptual Image Patch Similarity (LPIPS) [31] with
AlexNet as the backbone.

B. Tracking Performance

We report the tracking performance on the Vector
dataset [22] in Table II. On average, Ev-SLAM signifi-
cantly outperforms existing event-based visual odometry
methods and RGB-D baselines using E2VID inputs.
It achieves the best accuracy across most scenarios,
including both normal and fast motions, as well as high
dynamic range (HDR) conditions. In the challenging
robot_fast sequence, Ev-SLAM reduces the ATE by
82.9% compared to E2VID [25]+Co-SLAM [17].

We attribute this improvement to the use of neural
point cloud representation and logarithmic brightness
supervision, which together ensure more accurate ge-
ometric reconstruction and richer gradient signals dur-
ing training. In contrast, event-based visual odometry
methods often struggle under complex scenes and rapid
motion, frequently failing to complete tracking. RGB-D
SLAM baselines are highly sensitive to aggressive mo-
tion, suffering from significant performance degradation.

C. Rendering Performance

We compare the rendering performance in Table III,
where Ev-SLAM consistently outperforms the baseline
E2VID+Point-SLAM [16] in terms of PSNR, SSIM,
and LPIPS. Notably, under challenging scenarios such
as sofa-fast and hdr-fast, Ev-SLAM improves PSNR by
6.54 dB and 1.02 dB respectively, while also achieving
much better perceptual quality, as shown in Figure 3.

These improvements indicate that our neural point
cloud representation, combined with photometric super-
vision from high-temporal-resolution event data, enables
more accurate and perceptually faithful rendering. As
shown in Figure 3, Ev-SLAM maintains sharp details
and structure even under fast motion and low-light condi-
tions, where the baseline suffers from blur and ghosting.
In the desk_fast scenario, due to overexposure, the
ground truth grayscale holdout frames fail to reveal the

TABLE IV: Runtime on Vector robot_normal.

Method Tracking Mapping
/Iteration /Frame /Iteration /Frame

Point-SLAM [16] 27 ms 1.17 s 34 ms 11.46 s

Ev-SLAM (ours) 34 ms 140 s 51 ms 19.82 s

text on the screen. Ev-SLAM is still able to reconstruct
the text on the screen. Moreover, in dynamic scenes,
Ev-SLAM effectively eliminates motion blur, producing
sharp and temporally consistent images, which further
demonstrates the advantage of using event streams for
high-quality rendering.

D. System Latency

As shown in Table IV, Ev-SLAM takes 34 ms per
iteration for tracking and 51 ms for mapping. Despite
this moderate increase in runtime (only a few millisec-
onds per iteration) compared against the baseline, our
method delivers significant performance improvement in
both tracking accuracy and mapping completeness. This
trade-off is particularly worthwhile in scenarios where
robustness and high-quality reconstruction are critical.

Recall from Table I that existing event-based NeRF
approaches [7], [10], [11] require 12 to 23 hours of
offline training. In contrast, Ev-SLAM performs joint
mapping and tracking in an online optimization manner,
making it the first event-based NeRF system successfully
adapted for online SLAM, closing the gap between high-
fidelity event-based neural rendering and practical visual
odometry. Our design demonstrates that with neural
point cloud representation and event-frame supervision,
we can avoid the need for time-consuming offline train-
ing while still achieving competitive runtime results.

E. Effectiveness of Dynamic Slicing

We now evaluate the impact of slicing strategies across
various sequences. Table V presents a detailed compari-
son of PSNR results across different slicing strategies
and scenes. Our dynamic slicing method consistently
achieves the best performance in most scenarios, as
indicated by the highlighted top scores. Notably, in cer-
tain scenes such as robot_fast and desk_normal,
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Fig. 3: Rendering results. (a) Event frame visualization. (b) Holdout frames that are excluded from training, used for visual
comparison. (c) The E2VID + Point-SLAM baseline struggles with motion blur and fails to recover structure details. (d) Ev-
SLAM reconstructs accurately under challenging conditions such as overexposure and rapid motion.

TABLE V: Evaluation of slicing strategies in terms of PSNR
(1) across multiple scenes.

robot sofa desk hdr

Window
normal fast normal fast normal fast normal fast

10 ms 16,56 2320 15.11 16.82 17.11 1821 18.14 18.02
30ms 27.19 24.69 2237 1639 20.03 1825 20.82 20.04
50 ms 27.99 21.11 2356 1471 1892 17.06 2395 21.77
100 ms 2055 17.30  19.83 13.86 17.23 1529 2621 21.67
200 ms 18.12 1695 18.66 1245 16.07 1499 2446 19.79
Ours 28.84 2592 2416 17.11 1934 18.62 26.63 22.27

some fixed slicing windows (e.g., 30ms or 50ms)
produce results that closely approach or even slightly
surpass our method. However, the optimal fixed window
varies significantly across scenes and motion types. This
variability actually demonstrates the advantage of our
adaptive approach, which generalizes well across diverse
dynamic and static conditions without relying on hand-
tuned window sizes.

V. RELATED WORK

Event-based SLAM. Event-based SLAMs can be
broadly classified into three categories: feature-based,
direct methods, and motion-compensation-based.
Feature-based methods rely on hand-crafted features
extracted from frame-based event representations for
tracking and mapping [32], [33]. However, the perfor-
mance of these methods heavily depends on the robust-
ness of feature detection, which can degrade significantly
under fast motion. Direct methods bypass explicit data
association by directly aligning events in space and time
to estimate camera motion and scene structure. While
direct methods are generally more robust to challenging

motion and lighting conditions, they are limited to sparse
or semi-dense reconstruction and have not yet been
extended to support fully dense mapping.
Motion-compensation-based methods [34] estimate
the camera’s motion by optimizing the alignment of
asynchronous events in a motion-compensated frame.
Despite their effectiveness in specific motion scenarios,
these approaches often suffer from the event collapse
problem — when events accumulated over long temporal
windows converge into degenerate structures such as
lines or points, resulting in a loss of spatial information.
In contrast to these approaches, our work introduces a
novel direction by generating a 3D point cloud directly
from event data and employing a neural radiance field
for dense map reconstruction and camera tracking. This
enables a unified framework capable of exploiting both
the high temporal resolution of event streams and the
expressive power of implicit scene representations.
Event-based Neural Radiance Field. Ev-NeRF [6] is
the first to attempt training NeRFs using event data under
typical camera motion speeds and general illumination
conditions. EventNeRF [7] utilizes a color event camera
combined with a rotational turntable to reconstruct ob-
jects. The goal is to achieve dense and photorealistic
scene reconstruction in a static environment. E-NeRF
[10] combines the closest events for each pixel to
reconstruct a neural radiance field from a fast-moving
event camera. Robust e-NeRF [11] proposes a more
realistic event generation model with two complementary
normalized loss for high-fidelity reconstruction from
noisy event streams. However, all these methods require
accurate camera poses as inputs for novel view synthesis.



A;NeRF [35] further introduces an event camera tracker
that minimizes the error between sparse events and the
temporal gradient of the scene representation on simpli-
fied intensity-change events. Nevertheless, this method
requires a pre-trained NeRF as prior.

VI. CONCLUSION

This paper presents Ev-SLAM, the first SLAM sys-
tem that integrates an event-based neural radiance field
into an online SLAM pipeline. Ev-SLAM comprises
three key components: a dynamic slicing algorithm that
mitigates polarity neutralization, an optical-flow-based
initialization for bootstrapping NeRF training, and a
point cloud representation that facilitates efficient NeRF
optimization. Unlike existing event-based NeRF systems,
Ev-SLAM operates fully online, progressively rendering
the scene while simultaneously refining pose estimation
as the SLAM robot moves, eliminating the need for an
extended offline NeRF training process. Experimental
results demonstrate that Ev-SLAM surpasses baseline
methods in both tracking and rendering accuracy under
a range of challenging conditions.
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